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Abstract. The growing deployment of Machine Learning models has 
increased the demand for interpretability, leading to the development of 
various explainability methods. Yet, each method has its strengths and 
limitations, making it challenging to identify a one-size-fits-all solution. 
This paper introduces FIRE360, a multi-faceted and fast local explana-
tion approach for tabular data. FIRE360 incorporates various explana-
tion types (feature importances, rules, counterfactuals, exemplars, and 
counter-exemplars), offering a 360-degree model interpretability. FIRE360 
also includes a dashboard with indicators for prediction reliability and 
explanation quality, such as fidelity and robustness. To ensure efficiency, 
FIRE360 uses GAN-generated synthetic data to approximate the original 
dataset and selects similar records to the target instance, avoiding costly 
on-demand neighborhood generation. Multiple local surrogate models 
are trained to capture different aspects of the data and black-box behav-
ior. FIRE360 achieves higher fidelity than state-of-the-art methods, with 
improvements up to 95% on multiclass datasets. 
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1 Introduction 

In recent years, the rapid advancement and widespread adoption of Machine 
Learning (ML) techniques across various fields have raised significant ethical con-
cerns. To regulate ML deployment, several legal frameworks [ 34] have emerged,  
addressing fairness [ 22], privacy [ 15, 24], explainability [ 4, 8], and their inter-
play [ 6, 7, 17, 23]. The need for explainability has led to the emergence of Explain-
able AI (XAI), which seeks to enhance the interpretability of black-box (BB) 
models [ 4], fostering transparency, trust as well as regulatory compliance. 

Several post-hoc explanation methods have been introduced, including 
Shap [ 21], Lime [ 28], and Lore [ 16]. These differ in mechanisms and outputs: 
Shap and Lime provide feature importance, while Lore produces rules. Hence, 
each method offers only one type of explanation at a time. 

User studies show no consensus on which explanation type is most inter-
pretable; user preferences often follow patterns depending on expertise and con-
text. For instance, non-expert users tend to favor instance-based explanations, 
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while expert users are more likely to prefer global methods such as feature impor-
tance [ 13]. These preferences can also be influenced by the complexity of the 
model and the decision-making context [ 29], leading practitioners to combine 
multiple explanation methods to meet diverse user needs. However, these meth-
ods are computationally expensive, as they require generating synthetic data 
and training surrogate models for each instance to explain. Others lack relia-
bility in key state-of-the-art metrics, such as fidelity and stability, leading to 
inconsistent outputs when generating explanations for the same instance multi-
ple times. Providing explanations with such limitations can undermine user trust 
and raise doubts on the reliability of the system. Furthermore, these issues raise 
concerns regarding compliance with emerging AI regulations, which emphasize 
the need for transparent, trustworthy, and stable explanations to ensure fairness, 
accountability and user protection. 

To address these limitations, we introduce FIRE360 (Feature Importance, 
Rules, and Exemplars with 360-degree analysis), a novel XAI method that 
leverages synthetic data generation to train various white-box surrogate mod-
els, enabling the extraction of five explanation types: feature importance, rules, 
counterfactual rules, exemplars, and counter-exemplars. 

Unlike traditional methods, which generate synthetic data for each instance 
to explain, FIRE360 constructs a single, large synthetic dataset by leveraging the 
BB and its training data. The resulting dataset aims to resemble the original while 
being denser in feature space. In addition, it enables efficient similarity search to 
retrieve the closest instances and train local white-box surrogate models, reducing 
computational overhead while improving explanation coverage and reliability. 

Our main contribution is a new multi-faceted XAI method for tabular data, 
providing five types of explanations per instance within a unified framework. 
A key strength of our approach lies in our efficient pipeline design: synthetic 
data is generated once at the beginning of the process, avoiding the computa-
tional overhead of per-instance generation. We validate FIRE360 on six datasets 
across four metrics, including Fidelity, Stability, and  Robustness, showing 
improved fidelity over popular explanation techniques, such as Shap [ 21] and  
Lime [ 28]. We release FIRE360 source code to ensure reproducibility and enable 
practitioners to integrate our method into their pipelines 1. Moreover, we pub-
lish a web-based user interface 2, designed to enhance the usability of FIRE360 by 
making it easier to interact and visualize the explanations compared to existing 
solutions. 

2 Related Work and Background 

We review the relevant literature for our methodology, focusing on XAI tech-
niques, particularly local and post-hoc explanations, in Sect. 2.1. Next, in  
Sect. 2.2, we discuss synthetic data generation approaches, examining state-of-
the-art solutions and their application in FIRE360.
1 Github repository of FIRE360. 
2 Dashboard to visualize the explanations obtained with FIRE360. 

https://github.com/lucacorbucci/fire360
https://heroic-dasik-a43ca2.netlify.app/
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2.1 Explainable AI 

Nowadays, explainability is one of the most important research directions in AI, 
as it is crucial to achieve Trustworthy Artificial Intelligence. Bodria et al. [ 4] pro-
vide an overview of existing techniques for ML interpretability, identifying two 
main types of explanation models: global and local. Local explainers focus on 
explaining the results of predictions on single instances [ 16, 21, 28], while global 
ones explain the behavior of the whole ML model [ 11, 12, 14]. In addition, expla-
nations can be post-hoc, meaning they are generated externally after the ML 
model has been trained, or by design, where both the prediction and the expla-
nation are produced during the model’s training process. Lastly, XAI methods 
can be agnostic, if they explain any BB model, or ad-hoc, specifically designed 
for a particular ML model. This paper proposes FIRE360, a method for generat-
ing agnostic, local, and post-hoc explanations. In the following, we present the 
state-of-the-art methods in this context. 

Feature Importance Explanations. These methods produce a feature-
importance vector, where each value indicates a feature’s contribution to the 
classification. A well-known example is Lime [ 28], a local, model-agnostic method 
that explains BB model predictions by approximating their behavior near a given 
instance using randomly perturbed samples. 

Given a BB and an instance . x, Lime perturbs . x by randomly modifying the 
features to create synthetic instances, .{z ∈ R

d}. These synthetic instances are 
then passed through BB to obtain their predictions, .θ(z). The perturbed dataset 
is used to fit an interpretable model .E(·), which serves as a local approximation of 
. θ. The resulting explanation consists of the learned feature importance values, 
reflecting how much each feature contributes to the prediction. Several Lime 
variants have been proposed to address its limitations [ 33, 37], but they often 
increase the computational cost of generating explanations. Therefore, in this 
paper, we use the classic Lime implementation for comparison with FIRE360. 

In this context, there is also Shap [ 21] (SHapley Additive exPlanations), 
a local and global, post-hoc, model-agnostic approach that computes feature 
importance using Shapley values, a concept derived from cooperative game the-
ory. Shap provides explanations in the form of additive feature attributions, 
represented by the equation: .E(z ) = ρ0 + M

i=1 ρizi, where  .z ≈ x as a real 
number, .z ∈ [0, 1], .ρi ∈ R represents the contribution assigned to each feature, 
and .M is the number of input features. Shap satisfies three key properties: (i) 
local accuracy, ensuring that .E(x) matches .θ(x); (ii) missingness, meaning that 
features with .xi = 0 have no impact on the computed Shap values; (iii) stability, 
ensuring that if a model changes so that the marginal contribution of a feature 
increases, the corresponding Shap value also increases. There are various ways to 
approximate the computation of Shap values using different strategies. Among 
them, we focus on KernelExplainer, the model-agnostic version of Shap, which  
we employ in this work as a competitor. KernelExplainer approximates Shapley 
values by sampling perturbations around the instance to explain and estimate 
feature attributions through a weighted linear regression model.
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Rule-Based Explanations. This type of explanation, known as a decision or 
factual rule, follows the form .p → y, where  . p is a premise consisting of Boolean 
conditions on feature values and . y is the outcome class. The premise . p is a 
conjunction of conditions of the form .xi ∈ [v(l)

i , v
(u)
i ], where  .xi is a feature, 

and .v(l)
i , .v(u)

i are its lower and upper bounds, extended with .±∞. An instance . x
satisfies a rule . r if all conditions in . p hold for . x. If the instance to explain satisfies 
. p, the rule .p → y serves as a candidate explanation for the decision .E(x) = y. 

In this setting, we find Lore [ 16] (LOcal Rule-based Explainer) a local, post-
hoc, agnostic explainer that provides explanations in the form of rules and coun-
terfactual rules. Lore uses a genetic algorithm to generate the neighborhood of 
the instance to be explained. Given a BB and an instance . x, where  .θ(x) = y, 
Lore creates a synthetic set .Z of neighbors exploiting a genetic algorithm. It 
then trains a decision tree classifier . φ on this set, labelling it with the BB pre-
dictions .θ(Z). The explanation extracted from . φ consists of: (i) a decision rule, 
i.e. the path in the decision tree followed by . x to reach the prediction . y, and (ii) 
a set of counterfactual rules, which lead to a different classification than . y. 

Prototype-Based Explanations. They are representative records that cap-
ture the salient characteristics of a group of objects, usually belonging to the 
same class. They often act as reference points, allowing users to gain insight into 
the decision-making process of a BB by examining instances similar to them. They 
are usually considered as local explanations, giving information about similarities 
and differences w.r.t. the record . x to explain. A prototype may be (i) a training 
sample close to the input . x, (ii) the centroid of a cluster, or (iii) a synthetically 
generated record. Different methods adopt varying definitions and criteria for 
selecting prototypes [ 20, 32]. As an example, Tree Space Prototype [ 32] is a local  
post-hoc explainer for tree ensemble models. The goal is to identify class-wise 
prototypes using a predefined proximity measure between trees. 

Explanation Evaluation. In recent years, increasing attention has been given 
to evaluating the quality of explanations, leading to the introduction of several 
validation metrics. Among these, Fidelity, Stability, and  Robustness are 
considered the most important for ensuring reliable explanations [ 4]. Fidelity 
measures how well the explanation function approximates the behavior of the 
BB . θ, with its implementation varying depending on the type of explainer being 
analyzed. Stability and Robustness, on the other hand, evaluate the consis-
tency of explanations. Stability ensures that the same instance receives the 
same explanation when analyzed multiple times, meaning that if we explain the 
same record twice, the results should not change. Robustness assesses whether 
similar instances give similar explanations. It is evaluated by analyzing expla-
nations for points in the vicinity of the instance being explained, ensuring that 
small variations in input do not lead to significantly different explanations. 

Overall, Lime is computationally efficient, but its reliance on random sam-
pling makes it unstable, leading to different results across runs. Shap, on the  
other hand, is grounded in strong theoretical foundations, yet its approximation 
process and the choice of the reference dataset can significantly impact both 
execution time and explanation quality. For Lore, the use of a genetic algorithm
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improves stability at the cost of increased computational time, making it less 
practical for large-scale applications. 

To address this, we propose FIRE360, a method that ensures computa-
tional efficiency, stability, and fidelity to the BB’s predictions. Unlike existing 
approaches, FIRE360 offers a comprehensive 360-degree explanation by combin-
ing feature importance, rules, counterfactuals, exemplars, and counter-exemplars 
for a complete and interpretable view of the model’s decisions. 

2.2 Synthetic Data Generation 

In recent years, synthetic data generation has gained increasing attention due 
to the limited availability of real-world data, as well as ethical considerations, 
such as fairness and privacy. A widely used techniques employs Gaussian Mix-
ture Models (GMMs) [ 5], which model multivariate distributions based on the 
original data. This approach is often combined with copula functions to capture 
dependencies between variables better. Recently, more effective methods than 
GMMs, have emerged, particularly Generative Adversarial Networks (GANs) 
and Variational Autoencoders (VAEs). 

GANs [ 36] are a generative framework based on adversarial training. This 
approach involves training two models: a generator to learn how to approximate 
the data distribution and a discriminator, which evaluates whether a given sam-
ple originates from the real training data or is synthetic. When the discriminator 
can no longer distinguish between real and synthetic data, it indicates that the 
generator has successfully learned to produce highly realistic synthetic samples. 
One of the most widely used GAN-based methods for tabular data is CTGAN 3, 
which employs a conditional generator to preserve the proportions of different 
attributes and classes present in the real data. This makes it particularly effec-
tive for categorical variables, ensuring that synthetic data maintains the original 
statistical distributions. 

TVAE 4 [ 18], on the other hand, differs from GAN-based approaches in how it 
models data distributions. Instead of using adversarial training, TVAE (Tabular 
Variational Autoencoder) encodes input data into a latent space and recon-
structs it from latent representations. In practice, a VAE is a generative model 
that learns a probabilistic latent representation of data. It consists of an encoder 
that maps input data to a distribution over latent variables and a decoder that 
reconstructs data from sampled latent representations. In particular, it enables 
controlled data generation by modeling the latent space as a continuous distri-
bution. TVAE is suited for handling missing values and sparse data but does 
not include an explicit mechanism for managing categorical variables. 

3 FIRE360 Method 

FIRE360 is a local, post-hoc and agnostic explanation method for tabular data 
which provides users with a multi-faceted view on the explanation of a model
3 CTGAN. 
4 TVAE. 

https://docs.sdv.dev/sdv/single-table-data/modeling/synthesizers/ctgansynthesizer
https://docs.sdv.dev/sdv/single-table-data/modeling/synthesizers/tvaesynthesizer
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Fig. 1. An overview of our methodology 

prediction. It enhances the interpretability by providing explanations in mul-
tiple forms: feature importance, decision rules, counterfactual rules, exemplars 
and counter-exemplars. By offering diverse perspectives on model predictions, 
FIRE360 facilitates a comprehensive understanding of the reasoning behind a 
given decision. As illustrated in Fig. 1, our approach consists of two main phases: 
(I) the generation of a synthetic dataset and (II) the use of the synthetic dataset 
to train multiple white-box surrogate models, which are then used to explain the 
reasoning behind the prediction of each sample made by the BB. 

Phase I - Synthetic Data Generation: Given a training dataset . D, used to  
train the BB model . θ we aim to explain, FIRE360 generates a synthetic dataset 
that closely resembles the original data distribution, while ensuring a denser 
representation of the data space. This allows us to cover a broader range of 
input variations, enabling the training of white-box models for extracting expla-
nations and analyzing different localities of the feature space more effectively. To 
achieve our objective, we exploit state-of-the-art synthetic data generation tech-
niques (more information is in Sect. 4). A key aspect of our approach is that the 
synthetic dataset .D serves as the foundation of the explanation pipeline and, 
differently from the majority of the XAI approaches, is generated only once, 
ensuring computational efficiency. Once generated, .D is labeled using the BB . θ, 
obtaining .Y = θ(D). This approach ensures that the synthetic data reflects both 
the characteristics of the original data and the behavior of the BB. 

Phase II - Explanation via White-Box Models: After generating the syn-
thetic dataset .D and labelling it using the BB model (.Y = θ(D)), FIRE360 pro-
ceeds with training the white-box surrogate models, from which explanations 
will later be extracted. Since our method is local, it does not require the entire 
dataset .(D,Y ). Instead, to better capture the specific patterns in the vicinity of 
the instance . x to be explained, FIRE360 focuses only on the closest points to . x. 
In this way, we ensure that the surrogate models learn the most relevant infor-
mation for local interpretability. The neighborhood selection process extracts a 
small subset of synthetic samples that are close to . x. Mathematically, given an 
instance . x to explain, we select .Dx ⊆ D, where the number of neighbors . |Dx|
and the notion of proximity, exploited for the selection of the subset, are user-
defined. In particular, for the proximity, depending on the specific dataset, it 
may be a tailored distance metric (e.g., Euclidean, Cosine, or Jaccard distance).
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Fig. 2. A screenshot of the dashboard we developed to allow the practitioners to visu-
alize and explore the explanations generated by FIRE360. 

After the extraction of the local dataset .Dx, FIRE360 trains different white-
box models for the explanation extraction: (I) a Decision Tree [ 19] (DT), (II) 
a Support Vector Machine [ 9](SVM), (III) a Logistic Regression [ 10] (LR) and 
(IV) a K-nearest neighbors [ 1](KNN). For obtaining robust and reliable expla-
nations, the surrogate models must achieve high predictive performance, partic-
ularly when compared to the BB model. FIRE360 first conducts a grid search to 
identify the optimal set of hyperparameters for each surrogate model. Further 
details on the hyperparameter tuning process are provided in Sect. 4. Once all 
surrogate models are trained, we proceed with extracting explanations. Feature 
importance explanations are derived from the SVM and LR models, while rule-
based explanations, either factual or counterfactual, are obtained from the DT. 
Finally, similarity-based explanations, in the form of exemplars and counter-
exemplars, are extracted using the KNN model. A key advantage of FIRE360 
is that it generates the synthetic dataset .D once during training, avoiding per-
query neighborhood generation and greatly reducing computational overhead. 
Beyond computational efficiency, FIRE360 also achieves a higher fidelity com-
pared to existing methods, as its surrogate models more accurately replicate the 
behavior of the BB model, as discussed in the experimental Sect. 2.1. Addition-
ally, it ensures stability, producing consistent explanations across different runs. 
Finally, by integrating multiple explanation types, FIRE360 provides a compre-
hensive and multi-faceted analysis of the BB predictions. Our approach simplifies
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implementation by enabling multiple explanation types through a single, unified 
method without the need to manage separate techniques. 

Visual Dashboard. A key component of FIRE360 is its interactive dashboard, 
an  example of which  is  shown in Fig.  2. The dashboard displays information 
about the explained record, including its features and the prediction probabil-
ity assigned by the BB. Additionally, it presents multiple types of explanations 
(e.g., feature importance, rules, exemplars, etc.) with their quality scores, such 
as Fidelity scores. This interface allows end-users to explore the FIRE360 anal-
ysis, offering explanations and supplementary information that enhances trans-
parency and fosters trust in the model’s decision-making process. 

4 Experimental Setting 

To validate and evaluate FIRE360, we test it on six diverse tabular datasets 5: 
Adult [ 2], Dutch [ 35], Covertype [ 3], House16 6, Letter [ 30], and Shuttle [ 31]. 
These datasets are selected for their distinct characteristics to ensure a com-
prehensive assessment of our approach. In particular, they include both binary 
and multi-class classification tasks, numerical and categorical attributes, and 
vary significantly in both the number of records and of features. This diver-
sity allows us to evaluate the effectiveness and scalability of FIRE360 across 
different data distributions and learning scenarios. Table 1 summarizes the key 
characteristics of the datasets used in our experiments and the metrics computed 
using the BB model on the test dataset. Adult is a binary classification dataset 
with .48, 842 records and .52 features, including both numerical and categorical 
attributes. Similarly, Dutch is a binary classification dataset with .60, 420 sam-
ples collected in the Netherlands, where the objective is to predict whether an 
individual’s salary exceeds .50, 000$. Covertype is a multiclass dataset with 7 
classes and .581, 012 records for classifying forest cover types. House16 contains 
.22, 784 samples with a binary target. Letter consists of .20, 000 samples and is 
designed for classifying handwritten English letters into 26 possible categories. 
Shuttle comprises .43, 500 samples with 7 possible targets. For each dataset, we 
split it into 80% training .Dtrain and 20% test sets .Dtest. The training dataset 
was further divided into training and validation sets again with an 80-20% split 
for the hyperparameter tuning done before training the models . θ. .Dtest is kept 
separate from the train dataset throughout the FIRE360 pipeline. In particular, 
we explain all the samples in .Dtest to evaluate our explanations. 

Synthetic Data Generation - Phase 1. To evaluate the effectiveness of 
the synthetic data generation phase, we test two popular synthesizers: a CT-
GAN [ 36] and  a TVAE [  18] using the implementation provided by the Synthetic 
Data Vault library (SDV) [ 25]. Overall, the results are good and in line with 
our expectations, confirming the ability of both models to generate high-quality 
synthetic data. For each synthesiser, we test different configurations, varying the
5 Details about the pre-processing are reported in the FIRE360 Github repository. 
6 House16 Dataset. 

https://github.com/lucacorbucci/fire360/blob/main/README.md
https://www.openml.org/search?type=data&sort=runs&id=821&status=active
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Table 1. A description of the datasets used in the experiments. The number of numer-
ical and categorical characteristics listed in the table is given after pre-processing. 

Dataset Samples Classes |.Dtest| Num. Feat. Cat. Feat. Accuracy F1 Score 
Dutch 60,420 2 12,084 11 0 .0.83± 0.01. 0.83± 0.01

Adult 48,842 2 9,769 9 102 .0.85± 0.01. 0.84± 0.01

Covertype 581,012 7 20,000 10 44 .0.80± 0.01. 0.79± 0.01

House16 22,784 2 4,557 16 0 .0.85± 0.01. 0.85± 0.02

Letter 20,000 26 4,000 16 0 .0.82± 0.02. 0.82± 0.02

Shuttle 43,500 7 8,700 9 0 .0.98± 0.01. 0.98± 0.01

number of generated samples (from 10,000 to 200,000) and training epochs (1000, 
2500, and 5000), following the SDV library’s hyperparameter tuning guidelines 7. 
After generating the synthetic data . D, we assess its quality using metrics from 
the Synthcity library [ 27], before labelling . D with the BB . θ. The results highlight 
that all of the methods have low values of Common Row Probability between real 
and synthetic datasets, meaning that there is a low risk of leaking real records in 
the synthetic one. In addition, the high performance of XGB Performance met-
ric indicates that training XGB on the synthetic dataset yields strong results in 
classification tasks. Lastly, we also have good results in terms of privacy metrics: 
none of the methods has less than .k = 23 for .k-anonymity, and the Probability of 
re-identification is always close to zero. Since the results indicate strong overall 
performance across all models with no significant differences between settings, 
we opt for using CTGAN for small datasets, e.g., Shuttle, Letter, and House16, 
and TVAE for Adult, Dutch, and Covertype to leverage its stable training pro-
cess, especially when handling tabular data with a huge number of records. We 
train all datasets for 2,500 epochs, as no further improvements were observed 
beyond that point. The only exception is Covertype, limited to 1,000 epochs due 
to its large size and computational cost. 

Surrogate Model Training - Phase 2. The second phase of our method 
involves training four surrogate models, with hyperparameter tuning performed 
using a grid search for each. As discussed in Sect. 3, FIRE360 is composed of 
DT, SVM, LR, and KNN. This choice allows us to extract different types of 
explanations, ensuring a multi-faceted view by capturing various perspectives 
on the model’s decision-making process. Technically, for the implementation of 
these models, we exploit the sklearn library [ 26]. Specifically, as DT, we use the 
DecisionTreeClassifier performing hyperparameter tuning with a grid search on 
criterion, max_depth, min_samples_leaf and class_weight. We also use Logisti-
cRegression as LR, with liblinear solver, tuning the penalty, C, and class_weight. 
For SVM, we use a linear kernel and 1000 as the maximum number of iterations, 
with a grid search to find the best value for class_weight and C hyperparameters. 
Lastly, for the KNN, we optimize metric, weights, and n_neighbors.
7 SDV Hyperparameter tuning. 

https://docs.sdv.dev/sdv/single-table-data/modeling/synthesizers/ctgansynthesizer#how-do-i-tune-the-hyperparameters-such-as-epochs-or-other-values
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Formally, we denote with . φ a surrogate model, and with .φ(Dx, θ(Dx)) its 
training, where .Dx is a subset of the synthetic dataset . D, created at phase 1 
and .Y the predictions of the BB . θ. In the experiments, .Dx is created by find-
ing the .top−n samples from .D similar to the sample . x we aim to explain. In 
our experiments, we used cosine similarity as the similarity metric; however, 
other metrics, such as Euclidean or Jaccard distance, can also be applied in 
this phase. The value of . n is one of the parameters that can determine the 
quality of the explanations. To evaluate it, we consider three different values: 
.n = 1000, .n = 2500, and  .n = 5000. In addition, since we want .Dx to be as 
representative as possible of the entire input space, we enforce the presence of 
at least the 30% of samples with a target value different than the target of 
the sample . x. To validate the quality of the surrogate models generated, we 
compute the Fidelity of the different . φ to assess how well they replicate the 
behavior of the BB model. Fidelity is defined as the proportion of instances 
to be explained where the model . φ’s prediction matches that of . θ. Mathemat-
ically, Fidelity is defined as: .Fidelity = 1

N
N
i=1 I[θ(xi) = φ(xi)] where . I

is an indicator function, . φ is the surrogate model and .N is the total number 
of test instances. This means that given a sample . x, we get 1 if the  predic-
tion of the BB is the same prediction obtained with the surrogate, otherwise, 
we have 0. In addition, we also evaluate Fidelityneigh, which is the fidelity of 
the surrogate model over the neighborhood of each sample . x to be explained, 

that we define as ..Fidelityneigh = 1
N

N
i=1

|Dxi
|

j I[θ(xj)=φ(xj)]

|Dxi
| . We also eval-

uate the quality of the explanations provided by computing two metrics: the 
Stability and the Robustness of the explanation. Given a sample . x and an 
explainer . E, we generate two explanations . e and . e using . E, and  the  Stability 
is computed as the differences between the two explanations in terms of the 
number of shared features. This metric is dependent on the kind of explana-
tions generated. In the case of a rule-based explanation, we measure the dis-
tance between . e and . e , comparing the premises of the rules. For instance, given 
.e = [age > 60, house_size > 100] and .e = [age > 30, house_size > 50], 
the Stability is 1 while with .e = [age > 30, education > 3] the Stability 
is 0.5, since they share only 1 feature. Our objective is to determine whether 
the attributes are shared between the two explanations rather than focusing on 
the exact threshold, which may fluctuate due to minor variations in the com-
position of the synthetic datasets and is difficult to track. Formally, we define 
the Stability of the rule-based explanations as: .Stability(e, e ) = |e∩e |

|e∪e | . For 
the feature importance-based explanations, instead, we focus on the ranking 
of the explanations and not on the exact values of the feature importance. In 
particular, we first sort the features based on the absolute value of the feature 
importance, and then we measure the Stability by comparing the order of 
the features. Mathematically, we define the stability for the feature importance 
as: ..Stability(e, e ) =

d
i=1 I(ei=ei )

d , where  . d is the number of features of the 
dataset. Moreover, we measure the Robustness of an explanation. In this case, 
we evaluate the neighborhood of the record to explain. Hence, given the sample
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Table 2. A comparison of FIRE360 (neighbor size .n = 5000) with  Lime, Lore, and  Shap 
across multiple metrics shows that FIRE360 consistently achieves the highest fidelity. 
The “time” column reports the average explanation time (in seconds) over 100 samples. 

. x and the corresponding explanation . e, we find its neighborhood composed of 
the top-. k similar instances from the test dataset. Then, we compare the expla-
nation . e with the explanations computed for the samples in the neighborhood, 
using the same formula of the Stability. We test  .k ∈ [3, 5, 8, 10, 20]. 

5 Experimental Results 

To validate the goodness of our results, we compare our solution with three 
popular explainers: Lime, Shap, and  Lore (using both a Random and a Genetic 
neighborhood generation) 8. 

In Table 2, we report the results obtained with FIRE360 and the competitors. 
For a fair comparison, we use 5,000 samples for training the surrogate models 
used by FIRE360, Lime, and  Lore. For  Shap, which has no surrogate model, we 
apply k-means to obtain the reference points. As suggested by the authors, we 
use 100 centroids for all datasets, except Letter (200 centroids). In the table, we

8 Lime source code, Shap source code and Lore source code. 

https://github.com/marcotcr/lime
https://github.com/shap/shap
https://github.com/kdd-lab/LORE_sa
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Fig. 3. Ablation study on the number of synthetic records exploited for the explanation 
generation in the case of Adult, Covertype, and Dutch Datasets, with 2 classes. 

report the results on Fidelity, Fidelityneigh, Stability and Robustness for 
FIRE360 with DT, LR, and SVM, leaving out KNN since, for construction, it 
does not allow us to measure them. Due to space constraints, we report in the 
table only the Robustness results obtained with .k = 5, .k = 10, and .k = 20; how-
ever, we found coherent results with other values of . k. From the results reported 
in Table 2, it is clear that FIRE360 provides the explanations with the highest 
Fidelity, especially when considering DT and LR models. More specifically, 
FIRE360 is stable, particularly when it has to deal with multiclass datasets. 
Indeed, with Letter FIRE360 presents a stability that is 95% higher than the 
competitors, while with Covertype and Shuttle, we observe an improvement of 
16% and 19%. Overall, on average, the Fidelity obtained with FIRE360 is 24% 
higher than the competitors. In addition, even for Fidelityneigh, FIRE360 shows 
good performance, in line with the ones of Fidelity. Regarding the competi-
tors, Lore has the lowest fidelity for all the datasets except for Fidelityneigh, 
which is always 1 and hence the highest. Lime presents mixed outcomes: it is 
always better than Lore, but it does not reach our Fidelity values. High values 
for Fidelity and Fidelityneigh are interesting results since they mean that 
FIRE360’s surrogate models closely mimic the behavior of the BB. In terms  of  
Stability, i.e., the similarity of two explanations generated for the same record, 
FIRE360 usually has the best results, especially using DT. This highlights that 
our method provides stable explanations and is not affected by randomness. 
Other competitors, such as Lore and Shap, present results lower than ours but 
still acceptable, while Lime has the lowest values. The same reasoning applies 
for Robustness, where we evaluate the stability on the . k closest records in the 
test set. The table shows our method yields consistent explanations for sample 
. x as . k increases.
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Fig. 4. Ablation study on the number of synthetic records exploited for the explanation 
generation in the case of House 16, Letter, and Shuttle Datasets, with 2 classes. 

We also consider the computational time measured in seconds, reported in 
Table 2. Depending on the different surrogate models we train, the timing may 
differ, but overall the results are comparable with those of Shap. Lime, instead, 
is always the fastest, even if it is the worst when compared to the other met-
rics. However, obtaining the same variety of explanations as FIRE360, requires 
running multiple competing methods. Specifically, at least one of Shap or Lime 
is needed for the importance of the feature, while Lore is necessary to generate 
rules. This highlights a key advantage of FIRE360: it offers multiple explanation 
types, simplifies implementation, and reduces the need to integrate and manage 
various separate methods. We also performed an ablation study on the num-
ber of synthetic records in .Dx, evaluating how the quality of the explanations 
varies as the number of synthetic neighbors for each sample to be explained 
increases. Results are shown in Figs. 3 and 4. FIRE360 maintains strong perfor-
mance regardless of the number of synthetic records. In contrast, other methods 
perform worse and less consistently, more synthetic data helps some (e.g., Lore 
Genetic) but has little effect on others, especially Lime. 

6 Conclusion 

In this paper, we presented FIRE360, a local, post-hoc, and model-agnostic expla-
nation method tailored for tabular data. Its key strength lies in offering diverse 
explanation forms (feature importance, decision rules, counterfactual rules, exem-
plars, and  counter-exemplars), to enhance human understanding and streamline 
explainable AI pipelines without relying on multiple tools. 

Experiments show that FIRE360 outperforms state-of-the-art methods in 
fidelity, by up to 95% on Letter and 16âĂŞ19% on Covertype and Shuttle.
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Beyond fidelity, FIRE360 offers good performance in terms of stability and 
robustness while maintaining competitive explanation times, thanks to GAN-
based neighborhood generation used to learn white-box surrogate models. Future 
work includes extending FIRE360 to image and time series data and conducting 
user studies to tailor the dashboard and recommend the most suitable explana-
tions. 
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